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2 ABBREVIATIONS
EPF: Electricity Price Forecasting
WP: Work Package
ML: Machine Learning
FR: France
DE: Germany (DE)
BE: Belgium
NP: Scandinavia's NordPool system price
PJM: North-East of the USA's ComEd prices
DNN: Deep Neural Network
SVR: Support Vector Regression
LEAR: Linear Regression
RF: Random Forest
RFR: Random Forest Regressor
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3 EXECUTIVE SUMMARY
The deliverable 4.4 “Energy price forecasting” aims at presenting the work carried out to
forecast the day-ahead market price. The need for electricity price forecasting models was
identified in the Islander project because it allows ecological practices such as selfconsumption, or the use of car batteries to be worthwhile.
In this study, the objective is to develop a 48-hours ahead forecast with an hourly granularity
for the day-ahead market price. To do so, the most efficient Machine Learning techniques to
date have been studied.
The methodology described in (Lago et al., 2021) is used in this project to forecast the dayahead prices (lead time from +12 to +36hours) within Germany, using the versions of four
different Machine Learning models on a state-of-the-art dataset and enriched dataset. In
addition, a persistence model is developed for the last hours of the horizon (lead time from
+36 to +48hours).
The results showed that machine learning models are significantly better than auto-regressive
models on all datasets, but no ML model is significantly better than the others. Adding
features such as price histories of neighbouring countries improves the quality of the
forecasts. After cautious selection of the machine learning models and datasets, the metrics
of the German prices obtained on the period from 2020-01-01 to 2021-01-01 using the 48hframework are the following: MAE = 7.79 euros/MWh and the SMAPE = 18.27%.
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4 INTRODUCTION
This deliverable is part of the work carried out in the WP4 “Forecasting multi-scale
forecasting”. The objective of task 4.4 of WP4 of the Islander project is to forecast the energy
price of energy. It has been decided among Islander partners that the focus will be done on
the day-ahead energy market price. Valuing the energy on this market should increase the
income both at an individual level (household or business) and global level (island). This
optimisation of the flexibilities on the island of Borkum will be developed in the WP5.
The deliverable aims at explaining the work done to develop a price forecast model. The main
objective is to explain the context, methods, discuss the results obtained and highlights the
best model that meets the expectations.
Data forecasted will be sent to the smart IT platform through communication protocols
developed in the frame of the WP4. This section about communication protocols is detailed in
deliverable 4.5, as it is very similar for the 5 forecasts developed in this work package.
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5 CONTEXT AND OBJECTIVES
5.1 Context
The problem of Electricity Price Forecasting (EPF) is challenging to solve. The applications
made possible by a price forecasting model are crucial for achieving the energy transition.
This challenge is one of the subjects studied in the Islander project, to which this work is linked.
Small and interconnected islands such as Borkum, where the Islander project takes place, are
highly impacted by price energy markets. At an individual level, deferring household or
business consumption (specially with electrical vehicles) and valuing their production on the
energy market can allow owners of renewable energy production means to make profit on the
market. At a global level, anticipating price movements allows a better valuation of flexibility
assets on the market and therefore generating higher incomes. As a result, smart applications
such as self-consumption or car batteries optimization are promoted.
Numerous factors directly or indirectly impact the energy prices. To name but a few, the
proportion of renewable energy in the total production, the cross-country interconnections,
the pricing algorithms1 used to balance generation and consumption can influence the prices.
The cause and effect relationship must be considered as well: energy transition policies control
the proportion of renewable energy in total production (RTE, 2020). They also create new
market regulations (for example taxation of carbon dioxide emissions) that affect the energy
price. Moreover, due to cross countries interconnections multiplication, the grid scale to be
considered is the continent. Indeed, some markets such as the EPEX SPOT2 set prices for all
European countries. Additionally, the pricing algorithms (PCR, 2016) that balance generation
and consumption can lead to negative and positive price spikes. These spikes are not easily
predicted by traditional forecasting models. Particularly, in the period following the COVID
pandemic and the Ukraine war (Narajewski and Ziel, 2020), the European market is undergoing
severe changes and an increased volatility, as shown in Figure 1.
One solution to effectively solve difficult problems such as price forecasting is to use Machine
Learning (ML) models. Many researchers and business owners have growing interest in using
ML to solve EPF issues (Lago et al., 2021). To be able to compare the results of this study with
the literature, it is relevant to focus on datasets and models on which a benchmark has already
been done, because it is always tricky to reproduce the results.

1

https://www.nordpoolgroup.com/globalassets/download-center/single-day-aheadcoupling/euphemia-public-description.pdf
2
https://www.epexspot.com/en/market-data
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Figure 1 Hourly Day-Ahead prices of October for the years 2018 to 2021. The prices for this period in 2021
is displayed in red and show abnormally high prices and increased volatility.

5.2 Expression of the need
This task is of central importance for the development of grid management algorithms.
Indeed, the prediction of energy prices is necessary to optimise the management of energy
storage systems. Specifically, energy price prediction will be integrated into the optimisation
models of tasks 5.2 and 5.3. These models apply to the island's energy management on a
global level, acting on the day-ahead market, which is the main reason why this market was
chosen for the forecast. The alternative would have been the intra-day market, which, despite
having higher profit margins, has stricter rules to comply with and higher risks, which from a
global island grid management point of view, are not worth taking.
The second use case for energy price forecasting is related to individual consumers. Firstly,
batteries installed together with solar panels in the homes and buildings of prosumers will be
connected to the grid. This will allow, in addition to give the prosumers the possibility to earn
revenue, the use of these batteries as an additional storage system to be exploited should the
energy price forecast require it. The same can be said of private electric and non-electric
vehicles, which thanks to V2G technology will also be able to take on the functionality of
additional storage systems.

5.3 Structure of the deliverable
This deliverable is organized as follows: it starts by presenting the basic information required
in EPF. The problem that interests the consortium is stated and a brief literature review is
conducted. Then, the specificities of each individual experiment are detailed.
In the methods section, the technical requirements on Machine Learning models, as well as
their evaluation are highlighted. The first experiment challenges the state-of-the-art models
and introduces BCM own ML models in the field of EPF. The second experiment shows the
importance of including additional features in the forecasting models. The accuracy metrics
are displayed, results are analysed and discussed. Finally, the deliverable is concluded and
directions to future work are given to the reader.
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6 GENERAL BACKGROUND
6.1 Electricity Prices
The electricity is traded in the electricity markets, meaning bought and sold by parties. They
are subject to several constraints: at any time, the energy generation should match the
consumption. Many markets are scaled at a national or European level.
The need in the frame of the Islander project is to predict the day-ahead market. For the DayAhead markets, hourly products are exchanged for delivery on the next day.
To calculate the price of each hour, markets use price fixation algorithms (in the European
exchanges, it is called Euphemia). Its goal is to maximize social welfare by solving a quadratic
programming optimization problem in mixed integers. The social welfare considers the
consumers surplus, the supplier’s surplus and the congestion rents from cross-border
exchanges. Euphemia’s role is to ensure the highest price for producers, the lowest price for
providers and a constant energy balance by fixing the Day-Ahead prices. Every day at 12am, 24
hourly prices for the next day are published.
The price for a day 𝑑 and an hour ℎ of a given country is denoted by 𝑌𝑑ℎ , and the average price
1
ℎ
of that day by 𝑌𝑑 = 24 ∑24
ℎ=1 𝑌𝑑 .

6.2 State Of The Art on EPF
Doing a literature review on EPF and the forecasting methods used is complicated due to the
profusion of markets, business applications and existing models.
The best model approaches to test different problems are hard to find in the literature (for
example, the length of the tested period may vary from one article to another and therefore
may preclude the comparison). Moreover, only a few papers evaluate their models on multiple
datasets, even though it is necessary. It allows to better understand where model
performance comes from depending on the characteristics of the data. Another challenge to
forecast day-ahead prices is to find free of charge datasets that can be used by everyone, as,
few are available, whereas the data coming from external providers are often more reliable,
easily available but very expensive.
Finally, the evaluation of the performance of the models is done with specific metrics. They
depend on the application and need to be the same to compare the models together.
Fortunately, some reviews exist where the approaches and summaries have been listed. It can
be found in (Nan et al., 2014; Nowotarski et al., 2014; Weron, 2014). Additionally, this article
(Lago et al., 2021) highlights several key steps to find the best approach on EPF.
In the Islander project, it has been chosen to follow the most convincing proposed guideline
of the literature to some extent. Indeed, the authors share their datasets, models, and
methodology. As part of the work, the epf tool box3 which provides two models is used-- the
LEAR (auto-regressive) and a DNN model -- that is used for comparison purposes.

3
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7 METHODS
7.1 Solution to the problem
The objective stated by Ayesa in the Islander project is to forecast at a given time the next 48
hours of the day-ahead market price.
As presented in section 5.2, the forecasted data will be useful for 2 use cases:
1- Valuing the flexibilities on the day-ahead market.
The day-ahead market publishes every day at noon, the 24-hour hourly prices for the
next
day
(as
shown
in

Figure 2).

Figure 2 Scheme of how the day-ahead (SPOT) works

The day-ahead market forecasting problem consists of predicting, before noon, the 24hour hourly prices for the next day (cf Figure 1Figure 3). The need expressed by Ayesa
is to predict the forecast at 9am in the morning.

Figure 3 Day-ahead market forecasting problematic

2- Buying the energy for the electrical vehicle station when the energy is the less
expensive in the next 24 hours
The need expressed by Ayesa in this use case is to forecast the shape of the price (when
the price at is a minimum or maximum value) for the next 24 hours after a car parks in
the electric charging station. As the forecast will be done every day at 9am, it is
necessary to forecast the price for the next 48 hours (if a car parks at 8am just before
the forecast, the data for the following 24 hours should be available).
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Figure 4 Electric Vehicle charging price forecasting problematic

3- Global solution
On the overall, 3 datasets will be assembled:
1- From 9 am midnight of the day D, the values of the forecast will be taken from the
values published by the market on the previous day (colored in green in Figure 5).
2- From 0 am to midnight of the day D+1 (colored in yellow in the Figure 5), a machine
learning module will forecast the prices. These models are detailed in paragraph 7.3.2
to 7.3.5. These models are the most challenging and important ones. Therefore, the
focus of this deliverable will be on improving the accuracy of the machine learning
models used to predict the price of the day-ahead market.
3- From 0am to 9am of the day D+2, a persistence model will forecast the price (colored
in blue in Figure 5). This model is detailed in paragraph 7.2. It is less relevant to have a
precise value of the price at this horizon because the need is to have the shape only for
the electric car problematic. The objective is to charge the car when the price is the
lowest, and return energy into the grid when the energy price is the higher.

Figure 5 Overall solution to forecast 48hours of price in the day-ahead market

7.2 Persistence model (hour+39 → hour+48)
The aim is, given an hour H, predict the H+1 -> H+48 next prices. Yet, in the European DayAhead market, prices for the next day are settled every-day at noon. Hence, at hour h = 9, the
prices H+1 -> H+14 are already settled and accessible. A Day-Ahead forecasting model is used
for the prices H+15 -> H+39. For the last 9 hours, a persistence model is used, which consist in
outputting the same prices as for 2 days before. Only the prices of the 2 days before are
available, because the prices from one day before, are not available as this is what is predicted.
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7.3 Machine Learning model (hour+15 → hour +39)
In this section, the focus will be done on the models tested to predict the 24-hour hourly prices
of the day-ahead market for the next day.
Machine Learning (ML) is an important feature of the computer science. The aim is to forecast
models by implementing efficient learning from data algorithms.
The focus in the islander project is done on ML models because those methods are the state
of the art for electricity price forecasting (as seen in the paragraph above) and show the best
performances. In particular, four different models exposed below have been considered
because they gave the best results in the literature and were often used in the EPF field. Each
model is presented below for a global understanding.

7.3.1 Notations
Electricity price datasets are a multivariate time series composed of daily data. Those datasets
can be expressed into a (X,Y) couple suitable for machine learning models.
The predictive data is defined by a two-dimensional matrix 𝑋 ∈ 𝑅 𝑛𝑑 ×𝑛𝑐 whose rows represent
days and columns are the nc predictive time series. The values to be predicted coincide to
another matrix 𝑌 ∈ 𝑅 𝑛𝑑 ×𝑛𝑜 ,whose rows also stand for the days and columns are the no values
𝑛0
1
to be predicted: 𝑌𝑑 = (𝑌𝑑+1
, … , 𝑌𝑑+1
). Generally, a row of Y contains 24 prices that correspond
to the 24 hour prices to be predicted the next day.
Let 𝑌 ℎ be the price for a day d and an hour h of a given country and let 𝑌̂ℎ be the values
𝑑

predicted by a model.

𝑑

7.3.2 Support Vector Regressor
Support Vector Machines are a type of models that can solve optimization problems thanks to
a good mathematical background. They can be applied on complex data structures and model
non-linearities using kernels. They are used to solve the multivariate case in two ways: 1) The
ChainSVR method that uses the first forecast to predict the second one, the second forecast
to predict the third one, and so on; 2) The MultiSVR that uses one model per time series in Y,
so no in total.
This method SVR is implemented in scikit-learn. It has been used this way in the present study.

7.3.3 Random Forest Regressor
Researchers often use the Random Forest Regressor models (RFR) both in the field of EPF and
in forecasting tasks in general.
RDR is a combination of a several Decision Tree Regressor (DTR) that are trained using
different subsets of the data. The Bagging method used in the deliverable outputs the average
of their predictions. This method is implemented using the scikit-learn library.

7.3.4 Deep Neural Networks
Deep Neural Networks are widely used in EPF. Indeed, the model capabilities and tremendous
range of application made Deep Neural Networks (DNN) very attractive. The DNNs used in this
study for the Islander project have l+2 layers stacked sequentially. The number of neurons of
the first and the last layer are respectively nc and no, the second dimensions of X and Y
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respectively, the other layers having (n1, …, nl) neurons. These hyper-parameters (l, n1,…, nl)
are set with a grid search. A gradient descent algorithm is used to train the model of the
forecast errors back to the network weights.

7.3.5 Convolutional Neural Network
Convolutional Neural Networks (CNN) are well known for their image processing capabilities.
They are now also applied to multivariate time series regression tasks and in particular, for
EPF.
The particularity of CNNs is the eponymous convolutional layers combined with pooling layers.
To use the method, numerous filters should be applied on the data, convolutional layers
extract complex patterns that are then generalized by a pooling operation to provide complex
feature representations of the input.
In this study, the keras4 implementation with tensorflow backend to implement the Neural
Networks models (DNNs and CNNs) is used.

7.4 Evaluation tools
7.4.1 Metrics
Many metrics exist to evaluate the quality of a model. The Mean Absolute Error (MAE)
expressed by:
𝑛𝑑

𝑛0

1
ℎ
𝑀𝐴𝐸(𝑌, 𝑌̂) =
∑ ∑ |𝑌𝑑ℎ − 𝑌̂
𝑑|
𝑛𝑑
𝑑=1 ℎ=1

is well known and use in the ML sector.
It is relevant for this study because it is easy for the smart IT platform to quickly estimate how
they could use a forecasting model to generate profit. Combined to the MEA, it is relevant to
measure a relative error, since electricity prices can range from -500 to 3000 €/MWh in the
European markets.
The Symmetric Mean Absolute Percentage Error (SMAPE) has been calculated in this
deliverable because it can be calculated even if the price is close to 0 (which is not the case of
the MAPE):

A new metric named the Daily Average Error (DAE) can also be computed. It is the result of the
MAE between the average predicted price for a day and the real average price. Trading-related
activities (when someone speculates on the average price for a given day often uses this
metric).

4
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𝑛𝑑

𝑛𝑜

𝑛𝑜

𝑑=1

ℎ=1

ℎ=1

1
1
1
ℎ
𝐷𝐴𝐸(𝑌, 𝑌̂) =
∑ | ∑ 𝑦𝑑ℎ − ∑ 𝑦̂
𝑑|
𝑛𝑑
𝑛𝑜
𝑛𝑜

Finally, the Relative Mean Absolute Error is used for cross-dataset comparison. A naïve
forecaster is built using the following equations.:

If d is a working day
otherwise

The MAE obtained with the ML model is compared to the MAE of the naive model.

7.4.2 Diebold & Mariano Test
The Diebold & Mariano test is helpful for more robust model comparison. Instead of averaging
a loss 𝑔 across the entire dataset, it computes the loss difference 𝑑 between two model
predictions Y1 and Y2 .
The aim is to define if the two models are significantly different. For that purpose, a one-sided
z-test is then performed with Ho and H1 the test hypothesis, and E the expected value:

A threshold of 0.05 is fixed, as often in the literature: if the value is lower than this threshold,
then H0 is rejected and it can be concluded that the first model is better than the second one.
̂) = MAE(Y, Y
̂) has been used in these experiments as it better reflects
Absolute loss g(Y, Y
business applications.

7.4.3 Loss
The LogCosH loss function is used for training Neural Networks models (DNNs and CNNs). It is
interesting because it takes the advantages of both the MAE and Mean Squared Error. Indeed,
̂)
(Y−Y
the result is approximately equivalent to
when 𝑌 − 𝑌̂ is small, and to |𝑌 − 𝑌̂| − log(2)
2

when differences are large. This loss function is relevant because there are many spikes in
electricity prices. Therefore, it is useful not to put too much weight on outliers:
𝐿𝑜𝑔𝐶𝑜𝑠𝐻(𝑌, 𝑌̂) = log (
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7.5 Hyper-parameters Search
Hyper-parameters search is a critical step in ML models training. They should be configured
before the training phase, to reach optimal results. Numerous combinations of
hyperparameters should be tested to find the optimal ones. In this study, a Randomized Grid
Search is applied to find the hyperparameters. It samples hyper-parameter combinations at
random in a pre-defined search space.

7.6 Recalibration
Usually, ML models implicitly assumes that the future will be similar to the past. However, this
can’t be applied to electricity prices, because, as seen in Figure 1, electricity prices can be very
volatile (The crisis provoked by the COVID19 outbreak is a good example).
To deal with such issues, (Mei et al., 2014) applies a Random Forest method to keep the
forecasting model up to date, while (Lago et al., 2021) performs model recalibration.
Recalibration is the process of taking new available data to recalculate the model that will be
used to make the new forecasting. However, this operation can be very time consuming and
therefore costly.

7.7 Machine Learning Pipelines
A simple data pipeline to process the features and labels of the datasets is developed in the
ML model. We separate the Scaler using for processing the input data X from the Transformer
used for the labels Y. These two functions are considered as hyper-parameters with four
different possibilities for each of them: (1) the standard scaler that standardizes arcsinh so it
has a 0 mean and 1 variance, (2) the median scaler, a outlier-robust version of standard scaler
using the median and median average deviation, and (3) their combination with the arcsinh
function or not:
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8 DATA
This section details the data used for the machine learning model to solve the day-ahead
market forecasting problem. It consists of predicting, before noon, the 24-hour hourly prices
for the next day (cf yellow part of the Figure 5).
A well-known practice in the field of time series forecasting is to assess a model on several
datasets (Bagnall et al., 2016; Ruiz et al., 2021): this provides a robust evaluation of the
considered models. The state-of-the-art datasets is considered for the EPF task, first
introduced in (Lago et al., 2021).
Then, following the work (Tschora et al., 2022) the state-of-the-art datasets is enriched by
adding new relevant features. The detailed list of considered datasets and their composition
is spelled out below.

8.1 State of the Art Datasets
This first part describes the state-of-the-art datasets. The epftoolbox provides 5 datasets,
containing the electricity prices of 6 years for five geographic areas: France (FR), Germany (DE),
Belgium (BE), Scandinavia's NordPool system price (NP) and North-East of the USA's ComEd
prices (PJM). Each dataset consists of the day-ahead prices and has two additional exogenous
features E1 and E2 given in the following Table.

Table 1 Epftoolbox datasets used in this work. Each dataset is composed of the Day-Ahead prices for the
specified country and 2 exogenous features.

All features (price and exogenous) are provided with an hourly granularity. Since the need is
to forecast the 24-hour prices of the next day, the datasets are reshaped so that for a day d,
1
24
Yd contains the 24 prices of the following day: Yd = (Yd+1
, … , Yd+1
). As predictive features in X,
the prices of the current day, those of the day before, of two days before and of the previous
week (1, 2, 3 and 7 lag days) are used. The exogenous variables of the day, the day before and
the week before are also used. In addition to these 240 features, the day of the week is also
encoded as an integer and added to the matrix 𝑋. Hence, the 𝑋 predictive matrix is as follows,
nc being the total number of features.
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8.2 Enriched Datasets
In this part, the datasets are enriched by adding new features available for free. A solution to
improve performances is to feed the models with more relevant information. The focus is
done on French, German and Belgian datasets because features can easily be integrated from
one dataset to another. It is also easier to find more open access data for these countries.

8.2.1 New Features
New features added in the study included the price histories for Spain, the Netherlands and
Switzerland on the EPEX site. The Swiss prices are quite interesting as they are published
before the European market closes and thus can be used in a Day-Ahead forecasting model.
The week number, the day of the month and the number of the month are also included. To
better incorporate such cyclic data in the ML models, a circular encoding transformation 𝑓 of
a cyclic feature that encodes the original feature of domain value𝐶 (with cardinality denoted
by alpha) into two numerical values is applied:

All the prices of a neighbouring country have been included with 1 and 7 days lag, and for the
Swiss prices, the prices of the day to be predicted have also been added. All foreign generation
or consumption forecasts have been included for the day to be predicted and with 1 and 7
days lag.
The French dataset is enriched with the two German exogenous features and the German,
Spanish, Belgian, Swiss and Dutch prices. The dataset now has nc = 656 columns.
The Belgian dataset is enriched with both French and German exogenous features, and the
German, French, and Dutch prices. In the end, the dataset comprises nc = 536 columns.
The German dataset is enriched with both French and Belgian exogenous features, and the
Belgian, French, Swiss and Dutch prices. In the end, the dataset has nc = 608 columns.

8.3 Train and Test Datasets
The last 728 days of the datasets are considered as the test datasets. This is a good length
because it captures the prices yearly seasonality entirely twice. The train set consists of the
1456 first days of the datasets, approximately 4 years of data. As it is needed to include past
occurrences of the features up to one week before the day to be predicted, the first 7 days of
the dataset cannot be used as training samples.
The training dataset therefore includes a total of 1449 training samples.
Of these, the last 25% of the samples are taken to serve as a validation set (1087 train samples
and 362 validation samples). Each model with a hyper-parameter configuration is trained on
the 1087 samples and evaluated on the 362 samples. This validation set is enough as it covers
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a whole year of data. It is also used to compute the early stopping criterion for DNN and CNN
models. The exact start and end dates for each dataset and subset are shown in the following
Table 2.

Table 2 The date span of train, validation and test sets of epftoolbox datasets. The first seven days of the
dataset are used as features. Thus, the train set starts seven days after the first data sample.

During the evaluation of the models on the test set, the recalibration is limited to the 1449
most recent samples. Indeed, using every available data for predicting each test sample would
deviate too much from the hyper-parameter search set-up, making the found configuration
non-optimal. For the Neural Network models, the samples for the early-stopping criterion are
taken at random. A summary of the different splitting is provided in the following Figure:

Figure 6 Details of the splitting for the French, German and Belgian datasets. The first seven days of the
train set are not used for training but as past occurrences of the features. A fixed-length calibration
window for recalibration during evaluation is used on the test set.
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9 RESULTS & DISCUSSIONS
The result section will be divided in 2 parts. The first part will show the results obtained with
the machine learning model that forecast the 24-hour hourly prices for the next day.
The second section will show the results obtained on a horizon of 48 hours that is requested
in the Islander project.

9.1 Machine Learning model
In this section, the performances of the models are presented on the different datasets. An
analysis of the computation time of the hyper-parameter search and the recalibration phase is
performed. Then, the 4 presented metrics (MAE, SMAPE, DAE, RMAE) are computed. The
forecasting errors are compared using the Diebold & Mariano statistical test.

9.1.1 State Of the Art Benchmark
In the state of the art, four LEAR models and four DNN models were introduced. The LEAR
models are denoted by LEAR_52, LEAR_84, LEAR_1092 and LEAR_1456 in reference to their
respective calibration window size. Each DNN has been produced using a different random
seed for the hyper-parameter optimization algorithm, ran on 4000 iterations. They are
denoted by DNN_1, DNN_2, DNN_3 and DNN_4.
For those introduced models, hyper-parameters are estimated using a Randomized Grid
Search that explores 4000 combinations for each model. The hyper-parameters are datasetspecific, so, for the 5 datasets, it runs a total of 20000 trainings per model.

9.1.1.1 Computation time
The computation is performed on a 20-core computer, distributed using python’s joblib library.
The sum of the times measured is reported on all the processors which is interpreted as the
time that the computation would take if it was executed on a single processor. Time is
expressed in hour of computation time on 1 CPU.

Table 3 Time expressed in Time is expressed in hour of computation time on 1 CPU.

It can be noted in the times reported in the Table 3 how expensive the computation is. On a
single CPU, the computation time is counted in months. In practice, it took us around 29 days.
In addition, huge differences between models can be observed. In particular, the SVRMulti and
SVRChain models are the fastest models to train and took only 0.5% each of the total time.
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CNNs were the most expensive, accounting for 85% of total training time.
It took a total of 1572.37h to complete recalibration, which is just over 3 days on 20 CPUs.
Table 4 details the average daily recalibration time by country and by model. It can be seen
that the CNN models are expensive to retrain on a daily basis with at most 45 minutes of
computations before getting a forecast. This may restrict its use on business applications. All
other models take less than 2 minutes to train on a standard computer.

Table 4 Average daily recalibration time is second by country and by model

9.1.1.2 Performances
Figure 7 gives an overview of the results obtained on test set with recalibration. The values of
each row are divided by the minimum value of this row, the best score displayed by a black
square. Metrics close to the best score (less than 5% of best value) are displayed in green,
while worst values are in red. The raw values can be consulted in the latter Table 5.

Figure 7 Evaluation metrics of the models on epftoolbox datasets. The metrics are computed on the
recalibrated forecasts on the test set. Each value is divided by the minimum value of the row. Dark green
squares correspond to the best models for a given metric on a given dataset. Lighter green squares
correspond to models whose metric is less than 5% of the best model. Models with worse metrics are
displayed in red.
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Table 5 Summary of the results obtained for BCM models and the Sota models for the 5 countries and 4
metrics

The observations are as follows:
•
•
•

•

•

None of the LEAR models achieves good enough performances on any dataset. Best
performances are always obtained by a ML model.
RF models do not forecast prices accurately. Their metrics are more than 25\% less
than the best ones on all datasets except in Belgium.
SVR models are most of the time very efficient. SVR Chain obtains the best metrics on
the French dataset and one of the best values on the US dataset. SVR Multi obtains the
other best values on the US dataset and has the best SMAPE on the Belgian dataset.
Both models are also still very close to the best metrics.
Neural Networks are better on most datasets, but none of them outperform
everywhere. DNN2 has the best metrics on the Scandinavian dataset, and DNN3 and
DNN4 have the best metrics on the German data. However, they perform poorly on
other datasets. Moreover, DNN1 does not work well on all datasets except Germany.
The DNN, while obtaining mediocre results on the Scandinavian and American
datasets, behaves well on the other datasets with metrics close to the best in Germany,
and the best metric values in Belgium. Finally, the CNN model obtains medium results
with some metrics close to the best ones in France, Belgium and the US, but never
obtains the best results in any dataset.
Belgian prices are more difficult to predict. The RMAE in Table 5 indicates that the best
model only achieves a fraction of 0.7 of the error of a naive forecaster. The other
datasets have an RMAE less than 0.6, or even 0.45 on the German dataset. It can be
believed this is due to the fact that the Belgian dataset lacks Belgian consumption and
generation forecasts in its features.

To support these observations, each pair of models is compared using a Diebold & Mariano
(DM) test and display the p-values in Figure 8. A green square at coordinates (𝑖, 𝑗) indicates
that the predictions of the model 𝑖 are significantly better than those of the model 𝑗. The
remaining color palette indicates the proximity of the threshold to the p-value, with the yellow
squares being very close to it. Finally, the black squares indicate a p-value greater than the
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threshold, which means that no conclusion can be drawn from the DM test.

Figure 8 P-values of the Diebold & Mariano tests computed on the recalibrated forecasts on the epftoolbox
datasets. Colored squares in (i, j) indicates that the forecasts of model i are significantly more accurate
than forecasts of model j. Green columns indicate that the corresponding models are significantly better
than every other. Black lines indicate that the model on the y-axis’ forecasts is significantly worse than
every other.

Our remarks on those results:
a. With the exception of RF models, LEAR models are significantly worse than ML models.
b. RF models are significantly worse than every ML models on every datasets except Belgium.
It is also significantly worse than all LEAR models for French, German and Scandinavian
datasets.
c. SVR models are rarely significantly worse than another models, and when they are, the DM
test p-value's are close to the fixed threshold of 0.05. They also are significantly better than
most models on all datasets.
d. No DNN outperforms every other models on a given dataset. All DNNs also are significantly
worse than every other DNNs at least on one dataset.
e. CNN model never outperforms all other models. It is also significantly worse than at least 3
models on all datasets except Belgium. One can think the data fed to the CNN models is not
suited for spatial convolutions. The data is reshaped has the shape 10 ∗ 24 which is very low
compared to SOTA CNN models : in (Krizhevsky et al., 2012), the CNN performs convolutions
on 224 ∗ 224 images.

Page | 23

This project has received funding from the
European Union’s Horizon 2020 research
and innovation under grant agreement
No. 957669

Deliverable 4.4: Energy Price Forecasting
Version 3.0
© ISLANDER consortium | public document

9.1.2 Enriched Datasets Benchmark
Taking into account the computation requirements and the performances obtained on the
first experiment, it has been decided not to include the CNN models in this study. Moreover,
the SOTA models are not evaluated in this part.

9.1.2.1 Computation time
The hyper-parameters search times are available in the Appendix (Tschora et al., 2022). It can
be noted that the RF models computation time badly scaled with the increased number of
features and took almost twice the time as for other models.

Table 6 Average daily recalibration time in seconds on the datasets. Time is expressed in seconds of
computation on a single CPU.

Table 7 displays the average recalibration time of these models. Except for the Random Forest
model which can take up to 12 minutes to train, the other models keep a reasonable fitting
time under 2 minutes and can easily be used in daily applications.

Table 7 Average recalibration time of the models

9.1.2.2 Performances
The evaluations obtained are denoted on the basic datasets, by 𝑚𝑏𝑎𝑠𝑒 , and the metrics
obtained on the enriched datasets by 𝑚𝑒𝑛𝑟𝑖𝑐ℎ𝑒𝑑 .
Figure 9 shows the relative difference between them. Positive values are displayed in blue and
indicate that 𝑚𝑒𝑛𝑟𝑖𝑐ℎ𝑒𝑑 < 𝑚𝑏𝑎𝑠𝑒 , that is to say models on enriched datasets yield better results.
Orange squares indicates that base models obtain better results that enriched datasets. The
p-values of the Diebold & Mariano tests that compare a model trained on the base datasets
and the same model trained are also displayed on the enriched dataset in Table 8. P-values
lower than 0.05 indicates that the models trained on the enriched datasets are significantly
more accurate that models trained on the base datasets.
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Figure 9 Comparison of the metrics obtained on epftoolbox datasets mbase with the one attained on
enriched datasets menriched. Blue squares indicate that models using enriched datasets obtain better
metrics. Except DNN model on Belgium, all models obtain better performances on the enriched dataset.
Orange squares indicates that base models obtain better results that enriched datasets.

Table 8 P-values of the Diebold & Mariano tests computed on the recalibrated forecasts. Each test
compares a model trained on the base datasets with one trained on the enriched datasets, with the null
hypothesis that the enriched model has lower metrics that the base models. In France, all p-values are null,
indicating that all models are significantly better while trained on the enriched datasets.

An increase in model performance of up to 15% can be observed, with peak gain obtained on
the French dataset. The p-values confirm this finding: all four models are significantly more
accurate for predicting the French prices with the enriched datasets. In Germany and Belgium,
only one and two models are not significantly better on the enriched datasets. In Belgium, it
can even be observed non-significative drops in the forecasting accuracy for the RF and DNNs
models.
Figure 10 displays the scaled metrics, and readers can refer to Table 9 to consult the raw
metrics. The assumptions drawn from the paragraph 9.1.1.2 will be checked.
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Figure 10 Metrics of the models on enriched datasets. The metrics are scaled line by line. Dark green
squares highlight the best model for a given metric on a given dataset. Lighter green squares indicate
models whose metric is 5% less than the best model. Models with the worst metrics are displayed in red.

Table 9 Metrics obtained from the enriched datasets models for 3 countries

It can be observed that:
a. RF models underperform because they get the worst values for each metric in each country.
b. SVR models are never more than 1% of the best metric in France and Belgium, but around
5% in Germany.
c. DNN models yield the best metrics in Germany but not in other datasets.
d. The RMAE on the Belgian dataset is still at a fraction of 0.7 of the naive forecast, while it
reaches 0.55 for France and 0.42 for Germany.
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The DM test's p values available in the repository significantly validates the assumptions.

9.2 Backtesting
It has been identified that the DNN model was most suited for predicting the German spot
prices. Given the recent changes in the European electricity market, it has been decided to
evaluate this model on a more current period. Particularly, the German prices of the period are
predicted from 2020-01-01 to 2021-01-01.
For the sake of transparency, the DNN selected hyper-parameters are provided:
{'batch_norm': False,
'neurons_per_layer': (274,),
'activations': ('relu',),
'dropout_rate': 0.24,
'learning_rate': 0.001,
'optimizer': 'Adam',
'loss_function': 'LogCosh',
'metrics': ['mean_absolute_error'],
'default_kernel_initializer': ‘HeUniform’,
'out_layer_kernel_initializer': ‘LecunUniform’,
'default_activity_regularizer': None,
'adapt_learnin_rate': False,
'batch_size': 15,
'early_stopping': 'sliding_average',
'early_stopping_patience: 25,
'shuffle_train': True,
'scaler': 'Standard',
'transformer': 'Median',
'seeds': 92699}
• Results for the 24-hour hourly prices for the next day of the day-ahead market
Then, the metrics on the produced forecasts are computed: MAE = 7.66euros/MWh, SMAPE =
18.79%, DAE = 5.13euros/MWh, RMAE = 0.42
As the prices tremendously increased during this period, the resulting MAE and DAE are way
above the previous results. However, if one take a look at the SMAPE and RMAE, it can be seen
that the model successfully adapts to the most current period. Metrics obtained with the Sota
models can be found in Table 5 for comparison.
• Results for the 48-hour hourly prices of the day-ahead market
The metrics on the given test period using the 48h-framework is the following: MAE = 7.79
euros/MWh and the SMAPE = 18.27%.
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10 MAIN CONCLUSIONS
In this section, the findings and observations from the results of the three experiments are
summarized. First, it has been confirmed that ML approaches are superior to benchmark
autoregressive models. They get better metrics, significantly more accurate predictions, and
aren't slower to use in a daily application. Only hyper-parameter optimization, which is nonexistent for the Auto-Regressive models, can be a load for the ML models, in particular for the
CNNs models. Random Forest models are the exception: they have obtained underperforming
metrics, are significantly less accurate than even Auto-Regressive models, and their hyperparameter optimization phase can take a long time when the number of features increases.
Next, not enough information is used to correctly model this part of the European network.
For instance, the available transfer capacities are critical for understanding energy flows
across borders that are necessary to explain price differences between countries.
In addition, the integration of new EPF features such as gas, coal, oil or carbon prices, or the
use of more data from foreign countries such as Spain, Italy, Austria or Denmark will be
another point of our attention. It would also be interesting to include other prices available
before the EPEX market closes, such as EXAA prices or UK prices.
Next, it has been demonstrated that the ML models are unequal in training time. The CNN
models took too long to train during the hyperparameter research phase while the SVR
models were very fast. Allowing a search time budget for each model instead of a number of
hyper-parameter combinations would be a fairer way to compare models.
Finally, many other ML models could be tested against the benchmark, such as Gaussian
Processes, Nearest Neighbours, or multiple kernel SVR. Regarding the significant contribution
made by the data with lag days, we believe that time series ML models such as Recurrent
Neural Networks, Random Convolutional Kernel Transform models (Dempster et al., 2019) or
Dynamic Time Warping models would challenge the state-of-the-art benchmark.
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11 DEVIATIONS
Delivery of the content is in time and to full satisfaction, without any deviations to actions
planned.
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